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The use of computers to perform speech recognition on human speech is becoming commonplace in today’s world.  Less well known are attempts to use speech recognition on other animal species.  Current projects are researching the possibilities of using speech recognition technologies to give insight to the animal communication of dolphins1, elephants2, birds3 and even crickets4.  All of these projects are showing very promising results with recognition results approaching 90%.  The goal of this project is to apply speech recognition technology to identifying the distinct calls of vervet monkeys. 

The subjects of our research are the East African vervet monkeys (Cercopithecus aethiops), Old World monkeys and close relatives to humans diverging from a common ancestor roughly 20 million years ago.  Vervets are semiterrestrial, spending nearly equal amounts of time on the ground as in trees and the majority of their social interactions happen while they are on the ground.  Vervets have 3 distinct types of vocalizations; grunts, chutters and alarms. Chutters are the least understood, usually occurring during grooming or other every-day social interactions.  Grunts have a more specialized purpose and are used to indicate dominance or inferiority. For instance, when an animal approaches a more dominant individual a grunt serves as a warning or alert for their approach.  Grunts are also used when tracking predators and other vervet individuals as contact calls.  Grunts are harsh, raspy signals and have a sound like a human clearing his throat with his mouth open.  There are six distinct alarm calls falling into two sub-categories; major alarms and minor alarms.  The minor alarms are classified as minor predator, baboon and unfamiliar human.  The minor alarms are very quiet calls and therefore difficult to observe and quantify.  Also, because they are minor alarms, the vervets display a much more reserved, or subtle, response to these alarms.  Major alarms are classified as snake, eagle and leopard.  These alarms are much louder calls and the vervets response can be easily identified.  A snake alarm causes the vervets to rise up on their hind legs and survey the surrounding territory in an attempt to locate the predator.  Once located the vervets will mob the snake and generally harass it until it has left the area.  An eagle alarm causes the vervets to look up, again in an attempt to locate the predator (using their acute eye-sight), and enter bushes or low brush, usually leaving trees.  Both the eagle and snake alarms are short, multiple syllable, cough-like alarm calls.  A leopard alarm causes the vervets to enter into the trees where they can use their speed and agility to evade the predator.  A leopard alarm is a loud barking call.
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For our research we are using the TalkBank Ethology Corpus: Field Recordings of Vervet Monkey Call5.  This data publication contains digitized audio files of field recordings of vervets collected by Robert M. Seyfarth and Dorothy L. Cheney in 1977 and 1978.  
The first step is to use the annotations provided by Seyfarth and segment the continuous recordings into individual vocalizations removing noise and extraneous data from the signal so the semantic content can be focused on.  After classifying the recordings by call-type, the next step is to carry out acoustic analysis of the individual calls to extract those features that uniquely identify the different types of calls.  For our acoustic analysis we used the freely available Praat software6.  This software allows us to analyze features like pitch, frequency, intensity and quantify them for further use in our system.

After quantifying the vocalizations’ features the next step is to prepare them for the machine learning system.  Again, we used a freely available system, TiMBL or Tilburg Memory Based-Learner.  The TiMBL software package is a fast, decision-tree-based implementation of k-nearest neighbor classification7.  In order to use TiMBL we took the previously quantified features and prepare them as vectors.  This required taking Praat output files and processing them, merging together the feature quantifications such that each vector contains all the pertinent data for a single vocalization.  These vectors can contain as many or as few data points as is necessary for the computer to correctly identify the vocalizations. 
For our first major iteration on the project we created vectors containing segment level features only.  The vectors contained information on average pitch, average frequency, segment length and others.  This iteration had 6 possible outcomes; snake, eagle, leapord, grunt, chutter and unknown (none of the above).  On this first iteration our best result achieved 69% accuracy.  TiMBL also outputs information on the value of different variables in discriminating between different possibilities, this information showed us that many of these segment level features were simply not informative enough to assist the computer in distinguishing vocalizations.  Our second major iteration involved more finely tuned features, and we also made the decision to begin by only attempting to classify snake and eagle alarms.  The second iteration’s best test achieved 83% accuracy.

We believe we can improve the system still further, and achieve accuracies of 90% or better.  Extending the system to differentiate between snake, eagle and leopard alarms would be the next step, those three alarms make up nearly 70% of the corpus.  At that point, rather than extending the system to handle the ‘non-semantic’ type calls (grunts and chutters), it would probably be more useful to adapt the system to distinguishing individual vervets.  The corpus is annotated with the identity of the vervet vocalizing so it is a very possible extension of our research.  One other possibility exists: Seyfarth and Cheney are now doing extensive research with baboons and are in the process of compiling a similar set of data.  Extending this system to another species would require considerable adaptation but presents an intriguing research opportunity.
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